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ISP Security Policy regarding Privacy and Data Collection.

I. Objective
This document outlines the roles and requirements of this Internet Service Provider (ISP), its
employees and its subscribers regarding the storage, protection and sharing of internet traffic in-
formation. The primary aim of this policy is to safeguard the privacy of individual internet users
while allowing the ISP to provide better service, protect their own users from spam and attacks,
and help law enforcement agencies whenever necessary.

II. Definitions
ISP can glean a lot of personal information about its users by examining the internet traffic it
generates. For instance, the ISP can determine which websites a user has been visiting, and also
examine the contents of unencrypted data sent over the network. Therefore, in general packets
are considered sensitive data because they contain source and destination header information along
with other data indicating activity of a subscriber. Stripped of any information that may identify
the subscriber (IP, usernames, etc), data can be anonymized and less sensitive, allowing more
general use.

Apart from personal information, the ISP can also aggregate information about large groups of users
in a manner that does not disclose a specific individual’s information. This aggregated information
can be used to determine network ”hot-spots” and important growth and usage patterns. The
major parties involved in the recording and usage of such information are the users themselves,
myriad ISP employees, law enforcement agencies in some countries as well as third-party advertising
agencies, under the restrictions described below.

III. ISP Role: Storage and Access
ISP will be allowed to collect and store both personal and aggregated information from their users.
However, due to the sensitivity of traffic data for individual users, personal user information will be
private-key encrypted, and stored separately from aggregated user information. Access of personal
user data is thus centered on privacy and very restricted use:

a. Only the senior members of the ISP’s security team will have access to the private key,
as maintained by a master list of employees. These few individuals will be entrusted to
only access user records when pressed by governmental agencies as described in IV, or with
substantiated suspicion of internet attacks or other misuse from subscribers.

b. All accesses to an individual user’s personal information will be logged (time and employee)
to protect against breaches of privacy from someone within in the ISP security team, and a
user will be immediately notified if their personal information was accessed along with the
reason thereof, even if this is done for suspicions of the user’s activity.

c. The information stored for users will be kept for exactly one week, to provide enough time to
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identify suspects behind internet crime, while maintaining user privacy with the continuous
expunge of data.

d. The private key will be periodically changed.

e. It will be the responsibility of the ISP to notify the user of their rights and inform them about
what information will be stored, as well as how it will be used as described in this policy.
The user cannot request a different time range for keeping user data, so as to maintain equal
privacy for all users.

f. Other responsibilities of the ISP pertaining to managing third-party advertisements and al-
lowing user control over such disclosures are described in part VI.

Bandwidth data (amount of traffic) must be decoupled from other packet information, but remains
tied to IP. While this information is still tied to the subscriber, it is less sensitive information
since it is significantly less informative of the user’s particular activities. Usage of this data is less
privileged:

a. The data will be stored in similar protection as the sensitive data above, but with decryption
access to the employees listed in the following points.

b. It can be used to charge and inform users for going over bandwidth limits.

c. This information will be available to billing employees of the company. Billing employees are
employees who are part of the billing department, and therefore are deemed responsible with
such information.

d. Secondly, this information will be available to the research and development department for
purposes such as specific routing load improvements.

e. Bandwidth data will be kept for 12 months, and will be available to users in their online
panel.

Aggregated information (for a large-group, such as neighborhood) from users access is less sensitive,
and thus treated significantly less restrictively:

a. The data will be encrypted but the key will be available to most employees.

b. It will be internally available to employees so that they can use the data to improve the service
of the ISP.

c. This information includes bandwidth through each of the ISP’s servers in order to determine
where additional servers should be added to the network.
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IV. ISP Role: Sharing of data

a. Advertising agencies
ISPs can share aggregate traffic data as well as larger community-based statistics with ad-
vertising agencies. This information will be linked to larger user bases and it will remain
impossible for the agencies to identify individual users.

ISPs may also share user-specific information at the discretion of the user: each subscriber
may log into their online account and enable sharing of complete personal traffic information
with third parties for targeted advertisement - for example when using the ISP email or
website. The user can opt out (default) or back in at any time, and can clear the personal
data that is shared at any time. The information will be shared with the third party companies
for each user, but the IP or other identifying information will not be shared - instead, any
target advertisement decided upon by the advertisement company will go through the ISP to
be redirected towards the subscriber using a mapping internal to the ISP. This process will
be completely automated - no employee will have direct access to any of this information.
Incentives to opt in to the program will not be emailed, but may be listed or explained in
the online account of the subscriber. Upon request, the users are told which marketers their
information was shared with.

b. Law enforcement
Information regarding the data sent and the identity of the sender can only be shared with
law enforcement, and can only be done at the request of law enforcement with a reasonable
explanation. Any other company with a complaint against a specific subscriber will have to
approach the law enforcement services, which will then contact the ISP. Upon official request
of the law enforcement (such as via a warrant), the accusation will be verified internally
(for example, access of restricted information or sharing of illegal files), and shared with law
enforcement only if the suspicion is verified. Finally, the user will be notified of the process.

V. Responsibility of the Users
While a complete use policy for subscribers is not within the scope of this document, we highlight
user restrictions which are relevant to this privacy policy.

a. Users are prohibited from using the internet to perform attacks such as releasing viruses, spam,
malware, or illegally sharing files. As described in III, certain security personnel are permitted
to examine the complete user records and data upon misuse suspicion (and support).

b. Users are permitted to install personal routers, however any data going through their allotted
connection will be the subscriber’s responsibility. Therefore, if misuse is performed by an
external user connected through the (potentially unsecured) router of the subscriber, the
responsibility stays with the subscriber, see (a) above.

c. Intentional modification of packets for purposes of avoiding, misusing, or misinforming the
ISP is strictly forbidden as well. Again, refer to point (a) of this section for effects on misuse
and privacy.
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The passage is

“Since no techniques exist to prove that an encryption scheme is secure, the only test available
is to see whether anyone can think of a way to break it. The NBS standard was “certified” this
way; seventeen man-years at IBM were spent fruitlessly trying to ”

It is from the paper “A Method for Obtaining Digital Signatures and Public-Key Cryptosystems.”
by Rivest et al.

Our first step in decrypting the passage was to find the key length, |R|. We used the fact that
m ⊕ key ⊕ m = key. For n = 1 to 256, we took the first n bytes of the encrypted string ⊕ 32
(space) and used this as a ”key.” The key was used to decrypt the rest of the string in n-byte runs.
Wherever the first part of the string contained spaces, the rest of the pieces would contain valid
ASCII characters. The first such run that resulted in reasonable distribution of spaces came at
n = 74. Smaller values of n resulted in long strings of characters without spaces, which did not
make sense as ASCII text.

After establishing that |R| = 74, we noted that (m1⊕R)⊕ (m2⊕R) = (m1⊕m2), where m1 refers
to the first |R| bytes of the original plain-text string, and m2 refers to the next |R| bytes of the
string. Once we had (m1 ⊕m2), we used a simple strategy to find parts of the key: we guessed a
few words we knew could belong to m1, then we xored these words at each possible index I with
(m1⊕m2). The result would give us the corresponding possible characters in m2 at the same index.
We would consider our guessed word w to probably be in m1 if the corresponding characters in
w ⊕ (m1 ⊕m2)[I : I+ | w |] were valid ASCII characters that made some sense for some starting
index I in (m1⊕m2) and ending index I+ | w |. We used the hint in the problem that the original
plain-text belonged to an article from computer security. We tried a few common words before
we struck gold with ”encrypt”. We found that the word ”encrypt” was in m1 at index 43 and
the corresponding string in m2 was ”one can”. Using this as a start, we were able to guess some
characters in the key, and characters from m1, m2 and m3 around ”encrypt”. Then, we gradually
grew the small strings in m1, m2 and m3 that we had by putting in spaces and guessing phrases and
adjacent words. This way, we were able to get three excerpts in the original string: ”anyone can
think of a way”; ”that an encryption scheme is”; ”this way, seventeen man-hours” in the original
input string. We then used Google to find the full passage.
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Problem 1-3. Part (a)
We can follow the derivation similar to the known birthday problem using the given parameters.
Assuming we want to know a probability of collision p after having drawn n values xi, the probability
of no collisions is 1− p. This can be expanded noting that the probability of no collision for x1 is
1 = 2bk

2bk (no one to collide with), the probability of no collision for x2 is nr of possib.−1

nr of possib. = 2bk−1
2bk

(avoid colliding with x1), for x3 its 2bk−2
2bk

and so on:

1− p =
2bk

2bk
· 2bk − 1

2bk
· 2bk − 2

2bk
... · 2bk − (n− 1)

2bk
(1)

= 1 ·
(

1− 1
2bk

)
·
(

1− 2
2bk

)
... ·
(

1− n− 1
2bk

)
now, note the expansion of the exponential function for small x:

ex = 1 + x +
x2

2!
(2)

≈ 1 + x

and since we know that b and k are moderately high, 1
2bk will be very small. Thus, we can write:

1− p = 1 ·
(

1− 1
2bk

)
·
(

1− 2
2bk

)
... ·
(

1− n− 1
2bk

)
(3)

= 1 · exp− 1
2bk
· exp− 2

2bk
... · exp−n− 1

2bk

= exp
(
− 1

2bk
− 2

2bk
− n− 1

2bk

)
= exp

(
−n(n− 1)

2 · 2bk

)

we can expect our n to be high as well, giving us:

1− p = exp
(
− n2

2 · 2bk

)
(4)

log (1− p) =
(
− n2

2 · 2bk

)
n2 = −2 · 2bk · log (1− p)
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Therefore, if we want the expected number of tries for finding a collision, we can ask for n given
that we want the probability of a collision of 50%:

n2 = −2 · 2bk · log (1− 0.5) (5)

n ≈ 1.2 · 2
bk
2

n ≈ 2
bk
2

Thus, we’d try approximately 2
bk
2 values. The formula simplifies to the approximation mentioned in

class (n ∼
√

(x)). Note, if we wanted to be more sure of a collision, say 95%, we’d need n ∼ 6 ·2
bk
2 .

Part (b)
Consider our message breakdown M = m1||m2||...||mk. Now, consider several messages Mj which
only differ in their last component mkj , but have the first k − 1 of their components m1j ...m(k−1)j

the same. Since g is a random oracle, after the first such message is ran through f , the partial
solutions v0, ..., vk−1 will be the same for the second message M2, since its first k − 1 components
are the same as in the first message. Specifically, for M2, we have the same m0 and initial v0, and
since g(v0||m0) has already been executed, it will already have a hash v1. Using this v1 with the
same m1 as in the first message, we get the same v2, and so on until vk−1.

So, assume we are only varying mk. Now, one such component mk will be of b bits, giving us
2b possible tries. Note that the g function is g : n + b → n, and vk−1 is fixed, therefore going
from a potential 2b different inputs to 2n different outputs. Since usually b > n, we will have a
collision. Following the argument from part (a), with probability of 0.5 we will find a collision in
∼ 2

b
2 . Since this is a significantly smaller number than the 2bk tries needed for the random oracle,

we could therefore search for collisions in this manner (only varying the last part of the message)
and distinguish this hash function from a random oracle based on the number of tries needed for a
collision.

If b is not > n, we can vary more of the segments towards the end of the message so that we make
sure we can get collisions, but still with the number of tries needed less than 2bk (since we only
change some of the parts mi, not all k).

A similar argument can be made for finding collisions at the beginning of the messages (first subpart
or few subparts, e.g. (m1||m2)), and once such a collision is found fill the rest of both messages with
the same string. Since the last v in the differing subsegments (here, v2) will be the same (hence
a “collision”), and since we extended both messages in the same manner, we get two colliding full
messages M , but we required less tries than a random oracle since we only worked with a subset
of the parts, as before.
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